
Statistics 431:
Statistical Inference

Lecture 15: Simple linear least-squares

regression



Regression: motivating example
• Heart catheterization is performed on children with congenital heart

defects. A Teflon tube (catheter) is passed into a major vein or artery and
pushed into the heart to obtain information about its functional ability.

• It is not easy to determine exactly what part of the heart the tip of the
catheter has reached.

• We would like to predict how much catheter should be inserted in order to
reach the heart (the length of the catheter, Y) based on something easily
observed about the child, such as height (X).

• In a study of 12 children (Weindling, 1977), the exact catheter length
required was determined by using fluoroscopy to check that the tip of the
catheter had reached the pulmonary artery.

• This resulted in a data set of twelve (height, catheter length) pairs:
(X1, Y1), . . . , (X12, Y12).
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Scatterplot
• Catheter length (in centimeters) vs child’s height (in inches)
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Predicting Y from X

• We want to study the relationship between catheter length and child’s
height. Making inferences about one variable Y based on observations of a
second variable X is called regression analysis.

• For each possible height x, there is a population of children with the height
X = x. Catheter length is not exactly the same for all children of height x: it
has a population distrn.

• In other words, there are many population distrns for catheter length Y:
one for each x.

• Recall that in one-way ANOVA, we also had several distrns for Y: one for
each level of the grouping factor X.

• We can think of the regression X as a generalization of an ANOVA factor:

– It has an infinite number of “levels” (one for each x > 0), instead of just
I levels.

– These “levels” are ordered, because the positive real numbers have an
ordering.
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Terminology and notation
• In regression analysis, Y can be called

– the response variable (as in ANOVA) (Y “responds” to the setting of X)
– the dependent variable (Y “depends” on X)

and X can be called

– the predictor variable (X “predicts” Y)
– the explanatory variable (X “explains” Y)
– the covariate (indeed, X covaries with Y)
– the independent variable

• “Independent variable” is a terrible name for X: if X were independent of Y,
then knowing X would tell us nothing about Y. But, you’ll see it a lot.

• The notation Y|X = x means “the random variable Y, given that we
observe X = x.”

• If we have to predict Y|X = 48, what’s a good guess? A reasonable answer
is the mean of the catheter length population distrn associated with the
height 48 inches: E[Y|X = 48]. This is called the conditional mean of Y
given X = 48.
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The simple linear regression model
• A simple regression has only one predictor variable X (in the example,

child’s height).

• A multiple regression has several predictor variables X1, . . . , Xp (for
example, child’s height and child’s weight, for p = 2 predictors). We will
cover simple regression first, then multiple regression.

• We agree that when a child’s height is 48 inches, a good prediction of her
required catheter length is E[Y|X = 48]. But we don’t know the population
distrn of Y associated with X = 48, so we can’t compute its mean.

• If we had many independent realizations Yi |Xi = 48, their sample mean
would be a good estimate of the true mean. (We used this idea in one-way
ANOVA.)

• But typically we have very few observations for any particular value X = x.
In fact, a new child might come along with height X = x∗ which we have
never seen before.

• Clearly, we will need to make some assumptions in order to estimate
E[Y|X = x] for all possible values of x.
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• The function µ(x) = E[Y|X = x] is called the regression function of Y on
X. (Devore calls this µY·x – that’s bizarre notation.) We need to make
assumptions about the regression function.

• The notation indicates what we are trying to do: estimate a large set of
mean parameters µ, namely, one for each X = x.

• We can reduce this problem, which has an infinite number of parameters to
estimate, to a problem with only two parameters to estimate.

• We accomplish this by assuming µ(x) is a linear function of x:

µ(x) = E[Y|X = x] = β0 + β1x .

This is a strong assumption! When we make it, we are doing (simple)
linear regression, and µ(x) is called the regression line.

• The general assumption is that neighboring values of X have conditional
means that are close together. The specific realization of that assumption
is a straight-line relationship between x and µ(x).

• In the example: if µ(x) = 12+ 0.6x, then every one-inch increase in child’s
height leads to a 0.6-centimeter increase in the expected catheter length.
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