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Abstract

The Generalized Pareto distribution (GPD) is often used to model exceedances

over high thresholds. One of the main difficulty with this modeling approach

is the choice of the threshold u because GPD parameter estimators are usu-

ally not robust with respect to u. In this paper we propose to model all

data, extremes and non-extremes, using a mixture model that combines a

sampling model for data below u, and the GPD for the exceedances over

u. In contrast to the usual estimation techniques for u, in this setup we ac-

count for uncertainty on all GPD parameters, including u, via their posterior

distributions. In order to infer on exceedances we use default priors for all

parameters. From Monte Carlo simulations it seems that posterior credible

intervals also have frequentist coverage. We further illustrate the approach

on real data sets where we compare a parametric approach for non-extreme

with the semiparametric one here proposed.
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1. Introduction

In the past two decades there has been an increasing interest in statis-

tical modeling for estimating the probability of rare and extreme events.

These models are of interest in numerous disciplines such as environmental

sciences, engineering, finance and insurance, among others (see for instance

Coles (2001) and Smith (2003)). The Generalized Pareto distribution is the

most used statistical model to fit extreme excesses X − u > 0 over a high

threshold, u. Pickands (1975) showed that if X is a random quantity with

distribution function F (x), and F (x) belongs to the maximum domain of

attraction of some Extreme Value distribution, then P (X ≤ x + u|X > u)

can be approximated by the GPD, G (x | ξ, σ), with shape ξ and scale σ > 0

G (x | ξ, σ) =





1 −

(
1 + ξ(x−u)

σ

)−1/ξ
,

(
1 + ξ(x−u)

σ

)
> 0

1 − exp (−(x − u)/σ) , ξ = 0
, (1)

with density,

g (x | ξ, σ) =





σ−1

(
1 + ξ(x−u)

σ

)−(1+ξ)/ξ
,

(
1 + ξ(x−u)

σ

)
> 0

σ−1 exp (−(x − u)/σ) , ξ = 0
, (2)

note that the support is X − u > 0 for ξ ≥ 0 and 0 < X − u < −σ/ξ for

ξ < 0, meaning that X −u is upper bounded for negative values of the shape

parameter ξ. When ξ > 0 then data exhibit heavy tail behavior.

In practical data analyses two steps are performed: first a threshold u

is selected and then a GPD is fitted to the exceedances over u. Once u is
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selected there are different methods to estimate ξ and σ, maximum likeli-

hood estimators have been considered by many authors, including Davison

(1984); Smith (1984); DuMouchel (1983); Grimshaw (1993). As the likeli-

hood is irregular (Smith (1984)) then other methods, as probability-weighted

moments and elemental percentile methods, have been used in Hosking and

Wallis (1987); Castillo and Hadi (1997). In de Zea Bermudez and Turkman

(2003) and Castellanos and Cabras (2006) Bayesian methods have been ex-

plored using default priors. Most of the literature shows how the estimates

of ξ and σ and the prediction of quantiles of the random variable depends

significantly on the choice of u, see for example McNeil (1997) and Embrechts

et al. (1997).

The choice of u is a difficult task unless expert elicitation is available. In

order to hold the conditions of the Pickand’s Theorem, large values of u are

usually selected leading to increase the uncertainty in ξ and σ estimations

as few extreme observations are used. One of the most popular tool for es-

timating u, is a graphical one called the mean excess plot (Embrechts et al.

(1997),Davison and Smith (1990),DuMouchel (1983)) in which the empiri-

cal mean excess function is studied for different values of u, looking at the

minimum u that makes this function almost linear in u.

In de Zea Bermudez et al. (2001) selection of u is based on the number of

upper order statistics within a Bayesian predictive approach. They consider

the number of exceedances r as a realization of a random variable and then

they consider a discrete prior distribution for this unknown parameter. Con-

ditionally on r, they model the excesses over the threshold ur using the GPD,

where ur is the order statistic that leaves r extremes above itself. Finally,
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the posterior distribution for parameters r, ξ and σ is based only on data

above ur, and thus ignoring data below ur.

On the contrary, the majority of the methods to estimate u, including

the one here proposed, are based on a mixture model for all data where

the GPD is a component. Differences among such methods lay on more or

less restrictive assumptions about the sampling model for non-extreme data,

referred, in the sequel, as the central model (Frigessi et al., 2002; Behrens

et al., 2004; Cabras and Morales, 2006; Tancredi et al., 2006). Frigessi et al.

(2002) introduces a dynamically weighted mixture model in which the cen-

tral model is the Weibull distribution and maximum likelihood estimation

(MLE) is used to estimate the unknown parameters. In Cabras and Morales

(2006) the central model is the Normal distribution whose outliers observa-

tions are considered as extremes and u is estimated as the smallest outlier. In

Behrens et al. (2004) the central model is a truncated gamma and inference

on unknown parameters is obtained from a Bayesian perspective in which

subjective priors are elicited. More recently, Tancredi et al. (2006) uses, as

central model, a mixture of uniform distributions and a Bayesian approach

with vague prior distributions in order to make inference.

Our proposal is also a mixture model, but as we want to make infer-

ence on extreme quantiles of X, say 0.999 and 0.9999 quantiles, parameters

of interest are the ones that appear in (2), while parameters of the cen-

tral model are nuisance. In order to eliminate nuisance parameters we use

pseudo-likelihoods in an objective bayesian framework as recently proposed

in Ventura et al. (2009). In particular we distinguish two situations:

i) a parametric central model can be elicited, then we propose to use the
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marginal likelihood, based on default priors, to eliminate the nuisance

parameters;

ii) otherwise, we use the profile likelihood by estimating, semiparametri-

cally, the central model conditionally on u.

In case i) we will focus on Normal and Weibull distributions, using the usual

default priors, while in both cases, we assume a vague prior for u and a

default prior on GPD parameters.

The rest of the paper is organized as follows: Section 2 illustrates the

model approach with the marginal and profile likelihoods for cases i) and

ii); Section 3 discusses prior and Markov Chain Monte Carlo (MCMC) ap-

proximation for posterior distribution; Section 4 includes applications to two

real data sets; Section 5 illustrates, trough simulations, coverage and width

of posterior credible intervals of extreme quantiles. Further remarks and

conclusions are contained in Section 6.

2. Model

Let X1, X2, . . . , Xn be i.i.d. random variables with common probability

density function f(· | θ) given by:

f(x | θ) = h(x | γ)1{x≤u} + [1 − H(u | γ)] g(x | ξ, σ, u)1{x>u}, (3)

where θ = (γ, ξ, σ, u). Our model consists in a mixture model in which data

below u, are modeled with a truncated distribution H(· | γ) governed by

parameters γ, while observations above an unknown threshold u come from

a GPD defined as in (1) according to Pickands (1975). In (3) H(·|γ) and
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h(·|γ) denote distribution and density functions respectively. We consider H

to be the Normal or Weibull distributions which have not heavy tails.

We further avoid to assume a parametric model by considering a semi-

parametric estimation of h conditionally on u described in Section 2.2.

2.1. Parametric central model

For a random sample x = (x1, x2, . . . , xn) of size n drawn from model (3),

the full likelihood function for all parameters θ with ξ 6= 0 is

L(θ | x) =
∏

{i,xi≤u}

h(xi | γ)
∏

{i,xi>u}

(1−H(u|γ))
1

σ

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1A,

(4)

where 1A denotes the indicator function of A ≡ { ξ
σ > − 1

x(n)−u}, and x(n) is

the maximum of x; while for ξ = 0, the full likelihood takes the form

L(θ | x) =
∏

{i,xi≤u}

h(xi | γ)
∏

{i,xi>u}

(1 − H(u|γ))
1

σ
exp(−(xi − u)/σ)1{σ>0}.

When h is the Normal density then γ = (µ, τ 2), representing mean and

variance, otherwise γ = (α, β), that represents shape and scale parameters

of the Weibull distribution.

2.2. Semiparametric central model

When we cannot assume a parametric model as central model, we esti-

mate its density h, conditionally on u, using the Lindsey method (Lindsey,

1974a,b) also discussed in Section 2 of Efron and Tibshirani (1996). Discus-

sion of other density estimators is devoted to Section 6.

For a given threshold u, we want to approximate the truncated distri-

bution hT (·) = h(·)1{x≤u}/H(u) using Lindsey’s method, through n−
u =
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#{ xi ≤ u} data points x− = {xi ≤ u}, where n−
u + n+

u = n. We bin

x− into K disjoints intervals (I1, . . . , IK), which cover the range from the

observed minimum, x(1) up to u, and where K is obtained by application

of the well known Freedman-Diaconis formula. Data x− are reduced to cell

counts

sk = #{xi ∈ Ik}, k = 1, 2, . . . , K,

where
∑K

k=1 sk = n−
u . Lindsey’s method assumes that sk is a realization of a

Poisson random variable,

sk ∼ Po(νk), k = 1, 2, . . . , K,

with expectation νk proportional to hT (mk), where mk is the midpoint of

the corresponding kth bin,

νk = n−
u · ∆ · hT (mk),

and ∆ is the common width of each bin. Finally, log(νk) is modeled as

a d-th degree polynomial function of the mid points mk, and the truncated

density is estimated by a standard Poisson regression. Then we have ĥu(x) =

exp(β̂0 + β̂1x+ ...+ β̂dx
d), where estimated coefficients β̂1, .., β̂d determine β̂0

such that ĥu(x) integrates 1 in x < u. Polynomials of degree d = 2 or d = 3

have been found satisfactory for the analyzed data set and the simulation

study.

In this case we may rewrite function (4) a as profile likelihood function

of u, ξ and σ only. For ξ 6= 0 it takes the form

Lp(u, ξ, σ | x) =
∏

{i,xi≤u}

Ĥ(u)ĥu(xi)
∏

{i,xi>u}

(1−Ĥ(u))
1

σ

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1A,

(5)
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while for ξ = 0 it is

Lp(u, ξ, σ | x) =
∏

{i,xi≤u}

Ĥ(u)ĥu(xi)
∏

{i,xi>u}

(1−Ĥ(u))
1

σ
exp(−(xi−u)/σ)1{σ>0},

where Ĥ(u) = n−
u /n, the empirical estimation of H(u). We multiply ĥu by

Ĥ(u) as ĥu is the density estimator of hT . In large samples we expect Lp

to have the same properties of the genuine likelihood L in (4) and posterior

distributions, based on Lp, are genuine.

2.2.1. Danish fire loss data

As an illustrative comparison among the assumption of a parametrical

distribution, such as the Weibull, and the semiparametric density estimation,

we consider the Danish fire loss data also used in Section 4.2. The Danish

data consist of 2157 insurance losses from 1980 to 1990 caused by industrial

fires. The losses include damage to buildings, furniture and personal property

as well as loss of profits. The unit is the million DKK and all data have been

adjusted to the 1985 values.

McNeil (1997) analyzes this data set using the GPD model, the author

points out the difficulty of the selection of an appropriate threshold and

several thresholds have been considered along with MLE of GPD parameters.

This data set has been also analyzed in Frigessi et al. (2002) using a

dynamic mixture model with the Weibull distribution as central model. As

noted in Frigessi et al. (2002) we translate data by −1 in oder to have the

minimum value at 0, and we compare our results with those obtained in

that article. Results reported in (Frigessi et al., 2002, Table 12 and equation

4) show that observations between 1.5 and 2 have probability between 0.95

and 0.98 of coming from the GPD, while for x = 1 this probability is 0.33.
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Although they do not estimate a fix u, thresholds between 1.5 and 2 are

appropriate according to the approach in Frigessi et al. (2002). We analyze

the fit of the truncated Weibull for all observations below u = 2, using MLE

of γ, as in Frigessi et al. (2002). We can see in Figures 1 and 2 a poor fit of this

parametric model that affects also the fit of the complete mixture model (3).

Instead, we consider the semiparametric model in (5) with d = 3. We also

assessed the robustness of obtained results by imposing different numbers

of bins in a range from 30 up to 40 bins. The fit of the semiparametric

density estimator is considerable better than the Weibull one, as showed in

Figures 1 and 2. Using u = 1.5 the comparison is even more favorable to the

semiparametric density estimator.

3. Prior distribution and posterior inference

We use a Bayesian approach based on L or Lp to make inference on

stochastic functionals of model (3) with particular attention to extreme quan-

tiles of X. We assume that we have not information about the behavior of

extreme and non-extreme data and thus we always use minimum informative

independent priors for all parameters. In particular, we assume for paramet-

ric models

π(γ, ξ, σ, u) = π(u)π(ξ, σ)π(γ),

and the reduced prior

π(ξ, σ, u) = π(u)π(ξ, σ),

for the semiparametric model with the profile-likelihood Lp.
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Figure 1: Density estimation for data below threshold u = 2 using Weibull model (dashed

line) and semiparametric model (continuos line).
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Figure 2: QQ plots comparing the observed data below threshold u = 2 and the theoretical

quantiles for the Weibull model (left) and semiparametric model (right).
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3.1. Prior for GPD parameters

For parameters ξ and σ we consider the prior distribution proposed in

Castellanos and Cabras (2006),

π(ξ, σ) ∝ σ−1(1 + ξ)−1(1 + 2ξ)−1/2, ξ > −1/2, σ > 0, (6)

derived by the application of the Jeffreys’ rule for the regular case of ξ > −1/2

and that leads to a proper posterior distribution (Castellanos and Cabras,

2006, Theorem 1) with at least two different extreme observations, say n+
u ≥

2.

The prior for u is a flat data dependent prior over the observed range of

x,

π(u) ∝ 1[x(1),x(n)]
.

The choice of this prior is justified by the assumption of having observed

extreme and non-extreme values and we have no reason to prefer a u within

the observed range of x.

3.2. Priors for parameters of the central parametric model

In this paper we consider two parametric family of models: Normal and

Weibull along with their corresponding usual default priors. In particular we

have:

Normal model: γ = (µ, τ 2) represents mean and standard deviation and

the usual default prior is

π(γ) ∝ τ−2;
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Weibull model: parametrizing the Weibull model as follows

h(x | α, β) =
α

β

(
x

β

)α−1

exp

(
−

x

β

)α

,

the reference prior for γ = (β, α) (Sun and Berger, 1994) is

π(γ) ∝ β−1.

3.3. Priors for the semiparametric central model

The main advantage of our approach is that we do not need to specify

priors for the central model that can affect the final inference on extreme

quantiles. Of course, we still have to use π(u) and π(ξ, σ) specified above.

3.4. Posterior distribution

The posterior distribution for all parameters in (3) is

π(γ, u, ξ, σ | x) ∝ L(γ, u, ξ, σ | x)π(γ)π(u)π(ξ, σ),

for the parametric case. The key idea in this paper is that when we cannot

assume a parametric model for non extremes, then model h constitutes, itself,

a nuisance quantity in our problem and we eliminate it through an estimator

ĥu conditionally on u, thus our posterior is a pseudo-posterior taking the

following form

π(u, ξ, σ | x) ∝ Lp(u, ξ, σ | x)π(u)π(ξ, σ).

Both posteriors are approximated using MCMC, concretely Metropolis-

Hastings within Gibbs sampling. We update each parameter individually,

using as proposal distributions a Normal for µ and truncated Normal distri-

butions for all other parameters. The mean of each proposal distribution is
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the last state of the chain, while standard deviations are fixed according to n

in order to provide a good mix of the chain. The conditional distributions of

each parameter given the rest, needed for the Gibbs sampling, are provided

in the Appendix.

4. Applications

We consider two financial applications of the proposed model. The weekly

log-losses of Nasdaq 100 and the Danish fire loss data.

4.1. Nasdaq 100

We apply our method to the value at risk analysis, Morgan (1996), of log-

weekly losses of Nasdaq100 index, considered a good proxy of the behavior

of U.S. Information Technology stock market. Figure 3 shows the data that

consists of 1222 weeks from October 1985 to March 2009. We use the mixture

model in (3), considering a Normal model for non-extreme data. We know

that Normal model does not fit daily log returns, but it is more appropriate

for weekly log returns or returns of larger lags. We compare this approach

to that of using Lp when the central model is not parametrically specified.

Table 1 summarizes the posterior distribution for parameters θ in model

(3), when h is Normal. As we can see the median value for u is 0.016, in-

dicating that values greater than 0.016 (about 1.6% of loss in a week) are

compatible with the GPD assumption. In fact, using the Anderson Darling

(AD) test, proposed by Choulakian and Stephens (2001) to test the fit of

the GPD, for observations above u = 0.016 and using, as estimators for the

GPD parameters, posterior medians of ξ and σ (Table 1), the observed AD
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Parameter Median Mean q0.025 q0.975

u 0.016 0.015 -0.008 0.039

µ -0.003 -0.003 -0.005 -0.001

τ 2 0.001 0.001 0.001 0.001

σ 0.025 0.025 0.021 0.031

ξ 0.082 0.092 -0.017 0.248

Table 1: Posterior estimates of parameters for model in equation (3) when the central

model is the Normal based on a sample of 50000 simulations with a burn-in of 20000

draws.

statistics is 0.258, which is smaller than 0.903 (the 0.05 upper-tail asymp-

totic point for ξ = 0.2 (Table 2 of Choulakian and Stephens (2001)). The

95% credible interval for ξ reflects a heavier tail behavior for this data set

than the Normal tail. A qq-plot comparing the estimated quantiles using

model (3) with all observed negative log-returns appears in Figure 4 (left).

We have also used the semiparametric model proposed in (2.2) obtaining

similar results showed in Table 3. The median value for u is larger than the

corresponding Normal one, but in Figure 4 (right) the predicted quantiles

are very similar to those predicted by the mixture with the Normal model.

In fact, as we can see in Table 3 the posterior median estimates are identical

for all considered quantiles except for 0.99999 quantile in which the semi-

parametric prediction is larger. The main differences between these plots

reflect a different fit in the left tail and in the most extreme quantile, both

are better predicted by the mixture with the semiparametric model (right

plot in Figure 4). In Figure 5 appears the posterior predictive density using
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the Normal model and the semiparametric estimation, respectively, jointly

with the histogram of the observed log returns. Again, the model based on

the semiparametric estimation fits better the observed data, although in the

right tail both densities are very similar.

Parameter Median Mean q0.025 q0.975

u 0.03 0.028 0.004 0.048

σ 0.025 0.024 0.019 0.03

ξ 0.122 0.136 0.003 0.351

Table 2: Posterior estimates of parameters for model in equation (3) when the central

model is estimated by the semiparametric model with 50000 simulations and a burn-in of

20000 draws.

Quantile semiparametric Normal

0.95 0.1 0.1

0.99 0.1 0.1

0.999 0.2 0.2

0.9999 0.3 0.3

0.99999 0.5 0.4

Table 3: Posterior median estimates of extreme quantiles of weekly negative log returns of

Nasdaq 100 using as central model the semiparametric and the Normal model.

4.2. Danish fire loss data

This data has been used in Section (2.2.1) to show that Weibull density

does not fit non-extreme data, for this reason we do not consider the mixture
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with the Weibull distribution and we relax parametric assumptions by using

the semiparametric density estimator introduced in Subsection 2.2 along with

the corresponding profile-likelihood function Lp. Summaries of the posterior

distribution for parameters u, ξ and σ in model (3) appear in Table 4. The

95% credible interval for the shape reflects a heavy tail behavior. The median

of u is 5.29 millions of DKK while its mean is 7.48 and it is interesting to

notice that the marginal posterior distribution for u is multimodal, as we can

see in Figure 6. The main modes are around 3, 5 and 9 millions of DKK. This

reflects that several values of u make compatible the GPD for the exceedances

above each u. The obtained result is consistent with findings in McNeil

(1997), where it appears that several thresholds make compatible the GPD

model with the observed data. In fact, in Figure 6 of McNeil (1997) the GPD

is fitted for u equal 9 and 19. For this data McNeil (1997) and Frigessi et al.

(2002) showed how the predicted quantiles are very sensible to the choice

of u. In our approach uncertainty on u is automatically considered through

posterior distribution of u|x. Table 5 reports the predictive posterior median

of some extreme quantiles using the fitted model (3) with Lp. These quantiles

are compared with those reported in Frigessi et al. (2002) and McNeil (1997)

where the latter are calculated for a fix threshold u = 9. As we can see, the

estimated quantiles 0.95 and 0.99 are similar, while much higher quantiles

tend to diverge and are generally larger than those based on MLE with u = 9.

Differences between our results and the ones reported by Frigessi et al. (2002)

are due to the lower threshold estimation in Frigessi et al. (2002). In fact,

although they do not estimate directly u, the most compatible values for u

with their approach are between 1.5 and 2, which could be due to the poor
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fitting of Weibull distribution on non-extreme data. The estimation of ξ

reported in Frigessi et al. (2002) is slightly greater reflecting a heavier tail

than the one estimated with our model. Although differences seems to be not

dramatic, 0.621 against 0.583 (or 0.601) differences in extreme quantiles are

sensible. Figure 8 shows the quantile-quantile plot comparing the empirical

quantiles with the posterior predicted quantiles of the fitted model, the plot

reflects a good fit of the mixture model. This behavior is also reflected in

Figure 7 where the posterior predictive density is plotted over the histogram

of the data set, in the left plot of this figure it appears the histogram and

predictive density excluding the most extreme data points, while in the right

plot the right tail of these data has been plotted. In this case, the AD statistic

proposed by Choulakian and Stephens (2001) to evaluate the goodness-of-fit

of the GPD for values above u = 5.29, the median for u, when ξ and σ are

estimated by the posterior median values, takes a value of 0.546 which is

smaller than 0.830 (the 0.05 upper-tail asymptotic point for ξ = 0.5, which

is the closest value to our estimated ξ).

Parameter Median Mean q0.025 q0.975

u 5.296 7.476 0.991 23.345

σ 5.921 5.63 1.5 11.007

ξ 0.583 0.601 0.298 1.138

Table 4: Posterior estimates of the parameters based on 200000 simulations with a burn-in

of 50000 draws and saving one MCMC step every 10 steps.
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Figure 6: Density estimation of the marginal posterior distribution for u.
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Quantile semiparametric Frigessi MM POT-MLE

0.95 8.7 8.3 9.1

0.99 26.4 25.5 26.3

0.999 106.0 112.0 93.3

0.9999 412.1 473.8 303.9

0.99999 1572.2 1987.0 965.2

Table 5: Quantile prediction for the Danish loss data, using our Bayesian semiparametric

mixture model, the Mixture Model in Frigessi et al. (2002) and the POT-ML model in

McNeil (1997) for u fixed at 9.
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Figure 7: Posterior predictive density for Danish loss data for model in equation (3) when

the semiparametric estimation is used. Left is focused on central data, while the right plot

on the right tail data.

5. Simulation Study

We used a simulation study in order to investigate the frequentist prop-

erties of the proposed credible intervals using the true parametric models

and comparing them with those obtained with the semiparametric density

estimation ĥu. We focus on the analysis of credible intervals for the quantiles

as these are our final quantity of interest. We simulated data from two types

of mixture distributions:

a) Normal-GPD mixture, pN(µ, τ 2)1{x≤u} +(1−p)GPD(ξ, σ), where µ =
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Figure 8: Quantile-quantile comparing Danish loss data with posterior predictive quantiles

for model in equation (3) when the semiparametric estimation is used.
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0, τ 2 = 1, σ = 1 and ξ ∈ {−0.4, −0.2, 0, 0.2, 0.4};

b) Weibull-GPD mixture, pWei(α, β)1{x≤u} + (1 − p)GPD(ξ, σ), where

α = 2 denotes the shape parameter, and the scale parameter β has

been chosen in order to make the expectation of the Weibull density

1, that is β = 1/Γ(1.5), σ and ξ take the same values than in the

Normal-GPD mixture.

As we fix p, u is calculated from each model, the Normal or the Weibull,

to make H(u | γ) = p, where H is the distribution function of the Normal

or Weibull model, respectively. We present results for sample size 500, with

10% of extreme observations, that is p = 0.90.

The actual coverages of the (nominal) 95% credible intervals calculated

over 500 replications along with their respective median length appear in

Table 6. Results obtained with mixture of the parametric Normal and the

GPD are showed in the first four columns, while the corresponding results

with the semiparametric density estimator with polynomial of degree 2 are

showed in columns 5-8. Last four columns are obtained with polynomial of

degree 3. As we can see the actual coverages are between 0.93 and 0.97,

these values are compatible with the 95% coverage in 500 simulated inter-

vals. The median length of the obtained intervals increases with ξ as the

process is more extreme. Their length also increases with polynomial de-

grees while the coverages seems unaffected. Comparing the interval length

obtained with the parametric Normal model against the corresponding ones

obtained with the semiparametric one, we can see that the latter are larger

than the former. This is due to the greater model flexibility when considering

the semiparametric estimation instead of a fixed parametric model.
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Similar results appear in Table 7, where we consider the Weibull model to

generate the data, instead of the Normal one. In this case coverages are a bit

smaller than in the Normal case, also when we use the parametric mixture

model. With larger values of n differences tend to vanish.

Normal model df = 2 df = 3

ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x

0.4 0.94 43 0.94 347 0.93 58 0.94 805 0.93 55 0.95 853

0.2 0.93 17 0.94 85 0.94 21 0.93 173 0.93 21 0.94 206

0 0.93 7 0.93 22 0.94 9 0.94 54 0.94 8 0.95 60

-0.2 0.94 2 0.96 6 0.95 3 0.97 7 0.93 4 0.94 16

-0.4 0.97 1 0.97 3 0.97 1 0.96 2 0.96 2 0.97 6

Table 6: Coverages (odd columns) and median length interval (even columns) for 500 95%

credible intervals for posterior quantiles with n = 500 samples with p = 0.9. The true h is

the standard Normal density. Coverage standard errors are around 0.01

6. Concluding remarks

Estimation of extreme quantiles is of great interest in many applied fields.

It can be generally dealt with model (3). In this setup, the Pickand’s theorem

allows to fix the parametric family of extremal component of the mixture

leaving unspecified the central model for non-extreme data. Elicitation of

this model affect the final inference. When it is reasonable to assume a

parametric family, as in the analysis of Nasdaq 100 index, a parametric model

may be used as central model because estimation of extreme quantiles is likely

to be more precise. On the contrary, when a parametric model cannot be
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Weibull model df = 2 df = 3

ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x

0.4 0.93 55 0.93 519 0.92 64 0.93 795 0.94 63 0.95 868

0.2 0.94 19 0.93 108 0.92 23 0.93 156 0.94 26 0.95 241

0 0.93 7 0.93 24 0.92 8 0.92 35 0.93 10 0.96 59

-0.2 0.94 3 0.95 6 0.93 3 0.94 7 0.94 4 0.96 19

-0.4 0.96 1 0.97 2 0.96 1 0.97 2 0.96 2 0.97 6

Table 7: Coverages (odd columns) and median length interval (even columns) for 500 95%

credible intervals for posterior quantiles with n = 500 samples with p = 0.9. The true h is

the Weibull density with α = 2 and mean 1. Coverage standard errors are around 0.01

assumed, as in the case of Danish fire loss data, one can use a semiparametric

estimation and the corresponding profile likelihood as the Lp here proposed.

With this latter approach is still possible to draw objective bayesian inference

on extreme quantiles. We have used the semiparametric estimation method

for the central model instead of nonparametric density estimators, such as a

kernel density estimator for several reasons:

1. we can control the amount of fitting of non-extreme observations by

fixing the degree of the polynomial Poisson regression;

2. it is faster to be calculated.

Density estimation, based on kernel methods, fits the tail of the data better

than the GPD and essentially leads to an inference method that does not use

the Pickand’s Theorem and so is useless for our purposes.
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Other possible approaches for estimating the central model are mixture

models such as the one considered in Tancredi et al. (2006). The approach of

mixtures, however, need always an elicitation of a prior over the number of

mixture components. As we are interested in the fitting of the tail in order

to estimate or predict extreme quantiles, we think that this semiparametric

model simplify the whole modeling approach.

Appendix

We show in this section the conditional distributions needed for Gibbs

sampling methods used to simulate from the posterior distribution. We con-

sider different sets of conditional distributions depending on the modeling

approach: Normal, Weibull or semiparametric density estimator. In each

case θ denotes the vector of parameters of interest, in the case of using the

semiparametric density estimator, the parameters of interest are only u, ξ

and σ. While in the cases of the Normal and Weibull models θ contains also

the parameters of each of these distributions. The conditional distributions

for ξ and σ (GPD parameters) do not depend on the assumed model for

non-extreme data.

Conditional distributions of GPD parameters

π(ξ | θ \ ξ, x) ∝ (1 + ξ)−1(1 + 2ξ)−1/2
∏

{i,xi>u}

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

×

×1 max{−0.5,−σ/(x(n)−u)}

π(σ | θ \ σ, x) ∝ σ−(1+n+
u )

∏

{i,xi>u}

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1 max{0,−ξ(x(n)−u)}
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where θ\ξ and θ\σ denote all parameters in θ without ξ and σ, respectively.

Conditional distributions of Normal parameters

π(µ | θ \ µ, x) ∝ (1 − Φ(u | µ, τ 2))n+
u

∏

{i,xi≤u}

φ(xi | µ, τ 2)

π(τ 2 | θ \ τ 2, x) ∝ (1 − Φ(u | µ, τ 2))n+
u

∏

{i,xi≤u}

φ(xi | µ, τ 2),

where Φ(· | µ, τ 2) and φ(· | µ, τ 2) denote, respectively, the distribution and

density function of a Normal distribution with mean µ and variance τ 2.

Again, θ \ µ and θ \ τ 2 denote all parameters in θ without µ and τ 2, re-

spectively.

Conditional distributions of Weibull parameters

π(α | θ \ α, x) ∝ (1 − HW ei(u | α, β))n+
u

∏

{i,xi≤u}

hW ei(xi | α, β)

π(β | θ \ β, x) ∝
1

β
(1 − HW ei(u))n+

u

∏

{i,xi≤u}

hW ei(xi | α, β),

where HW ei(· | α, β) and hW ei(· | α, β) denote the distribution and density

function of a Weibull distribution with shape parameter α and scale param-

eter β. Again, θ \ α and θ \ β denote all parameters in θ without α and β,

respectively.

30



Conditional distribution of u

When a parametric model is considered for non extreme data, Normal or

Weibull, the conditional distribution for u is,

π(u | θ \ u, x) ∝ 1[l1,l2](u)(1 − H(u|γ))n+
u σ−n+

u

∏

{i,xi≤u}

h(xi | γ) ×

×
∏

{i,xi>u}

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1B,

where B = {(ξ < 0) ∩ (u > x(n) + σ/ξ) ∪ (ξ ≥ 0) ∩ (x(1) ≤ u ≤ x(n))} and

h(· | γ) and H(· | γ) denote the density and distribution function of the

parametric model.

Instead, when we use the semiparametric density estimator described in

Section 2.2, the conditional distribution for u is:

π(u | θ \ u, x) ∝ 1[l1,l2](u)(1 − Ĥ(u))n+
u σ−n+

u Ĥ(u)n−

u

∏

{i,xi≤u}

ĥu(xi) ×

×
∏

{i,xi>u}

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1B,

We replace the estimator of the cumulative distribution function Ĥ(·) by the

empirical cumulative distribution function, and the estimator ĥu(·) by the

semiparametric density estimator described in Section 2.2.

References

S. Coles, An Introduction to Statistical Modeling of Extreme Values,

Springer-Verlag, New York, 2001.

31



R. Smith, Extreme Values in Finance, Telecommunications and the Envi-

ronment, chap. Chapter 1. Statistics of extremes, with applications in en-

vironment, insurance and finance, Chapman and Hall/CRC Press, 1–78,

2003.

J. Pickands, Statistical inference using extreme order statistics., Ann. Statist.

3 (1975) 119–131.

A. Davison, Statistical extremes and Applications, chap. Modelling excesses

over high thresholds, with an application, Reidel, Dordrecht, 461–482,

1984.

R. L. Smith, Statistical extremes and Applications, chap. Threshold methods

for sample extremes, Reidel, Dordrecht, 621–638, 1984.

W. DuMouchel, Estimating the stable index α in order to measure the thick-

ness: a critique, The Annals of Statistics 11 (1983) 1019–1036.

S. D. Grimshaw, Computing maximum likelihood estimates for the general-

ized Pareto distribution, Technometrics 35 (1993) 185–191.

J. Hosking, J. Wallis, Parameter and quantile estimation for the generalized

Pareto distribution, Technometrics (1987) 339–349.

E. Castillo, A. Hadi, Fitting the generalized Pareto distribution to data,

Journal of the American Statistical Association 92 (1997) 1609–1620.

P. de Zea Bermudez, M. A. Turkman, Bayesian approach to parameter esti-

mation of the generalized Pareto distribution, Test 12 (2003) 259–277.

32



M. Castellanos, S. Cabras, A default Bayesian procedure for the Generalized

Pareto Distribution, Journal of Statistical Planning and Inference 137 (2)

(2006) 473–483.

A. J. McNeil, Estimating the tails of loss severity distributions using extreme

value theory, Astin Bull. (1997) 117–137.
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