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1930’s: ‘inverse probability’ gets ‘replaced’ in
mainstream statistics by two alternatlves

* For 50 years, Boole, Venn and
others had been calling use of a
constant prior logically unsound
(since the answer depended on
the choice of the parameter), so
alternatives were desired.

 R.A. Fisher’s developments of
‘likelihood methods,’ ‘fiducial
inference,’ ... appealed to many.

« Jerzy Neyman’s development of
the frequentist philosophy
appealed to many others.

~
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Harold Jeffreys (also a leading geophysicist) revived the
Objective Bayesian viewpoint through his work, especially
the Theory of Probability (1937, 1949, 1963)

 The now famous Jeffreys prior
yielded the same answer no
matter what parameterization
was used.

* His priors yielded the ‘accepted’
procedures in all of the
standard statistical situations.

 He began to subject Fisherian
and frequentist philosophies to
critical examination, including
his famous critique of p-values:
“An hypothesis, that may be
true, may be rejected because it
has not predicted observable
results that have not occurred.”

16
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In the 50’s and 60’s the
subjective Bayesian approach
was popularized (de Finetti,
Rubin, Savage, Lindley, ...)

At the same time, the objective |
Bayesian approach was being |
revived by Jeffreys, but
Bayesianism became
incorrectly associated with the
subjective viewpoint. Indeed,
— only a small fraction of Bayesian

— objective Bayesian methodology

~

What's in a name, part |l

analyses done today heavily
utilize subjective priors;

dominates entire fields of
application today.
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What's in a name, part |l

« Some contenders for
the name (other than
Obijective Bayes):

— Probability

— Inverse Probability

— Noninformative Bayes
— Default Bayes

— Vague Bayes

— Matching Bayes

— Non-subjective Bayes
— Flat prior Bayes

« Should we even use

~

the word ‘objective,’
when model choice is
rarely objective? Yes:

— Models are testable, at
least in principle.

— Use of models is
embedded in the major
statistical paradigms,
and Bayesians can use
the word ‘objective’ if
the others do.

/
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/C. Current State of Objective Bayesian Ana,lysis\

It is used all the time in Bayesian practice and has become central
to numerous application areas and a number of other disciplines.

Much of it is ad hoc objective Bayesian analysis, characterized by
use of either

e vague proper priors (the most dangerous type of objective
prior);

e proper priors chosen over ‘reasonable ranges’ or in a
data-dependent fashion (the second most dangerous type of
objective prior).

Ad hoc objective Bayesian analysis can be successful if validated by
experience or extensive sensitivity studies, but this is rarely done.
(Note, however, that vague proper priors can be chosen to match

Kformal objective Bayesian procedures.) /
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Gl contrast, Formal objective Bayesian analysis seeks methodologh
that comes with a ‘guarantee’ of success.

First effort: Egon Pearson’s effort to empirically determine the
objective prior for a binomial parameter.

Second effort: The Jeffreys-rule prior was developed by Harold
Jeffreys to produce objective Bayesian answers that were invariant
to the parameterization used for the problem. If the data model
density is p(x | @) the Jeffeys-rule prior for the unknown

0 = {0,...,0;} has the form

11(0)|'/%d6, ... db,

where 1(0) is the k x k matrix Fisher’s information matrix with
(,7) element

-

82
00,00

1(0);; =Ez 0| — log p( | 9)] :

/
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X; | p ~ Bernoulli(p), i =1,...,n, independent.

e Fisher information: I(p) = ﬁ

1

o m(p) x ——

X; | p,0% ~ N(p,0%), i=1,...,n, independent, 6 = (u,o?)

| . n/o? 0
e Fisher Information: 1(0) =
0 n/(20

o Jeffreys prior: m(0) o (02)73/2

e Independent Jeffreys prior: w(0) ox 1/0
(ultimately recommended by Jeffreys)

~
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/Strengths of the Jeffreys Prior
e Almost always defined

e Invariant to 1-1 transformations

— If ¢ is 1-1 of 8: w(¢p) = w(0) [det J]
where J;; = 00, /0,
— Since I*(¢p) = JI(0) J* ~» det I* = [detI](det J)? Jeffrey’s
prior m(1)) o [det I*('gb)]l/2 is invariant
e Almost always yields a proper posterior
— Mixture models are the main known examples in which

improper posteriors result.

e Great for one-dimensional parameters, in Bayesian and
frequentist senses.

e It arises from many other approaches, such as minimum

\ description length and various entropy approaches.

~

/
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Weaknesses of the Jeffreys Prior

e It depends on the statistical model, and hence appears to
violate the likelihood principle; but all reasonable objective
Bayesian theories do this.

Example: Suppose X is Negative Binomial, i.e.

['(x+r)

e = 56 rorm

p"(1—p)*, for z=0,1,....

The Jeffreys prior is w(p) = 1/[py/(1 — p)].

e It requires the Fisher information to exist.
FExample of non-existence: Uniform|0, 8] distribution.

e Often fails badly for higher-dimensional parameters.

. /
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Example of Failure — the Neyman-Scott problem:
Suppose we observe

Xij ~N(i, 0%), i=1,...,n; j=1,2.

Deﬁning Tr; = (331'1 + xig)/Q, X = (:1_31, e ,.CTJn), S2 = Z?:l(a:ﬂ — xi2)2
and p = (W1, ..., Uun), the likelihood function can be written as

1 52

2 L 2
L(p,o )OCUTTL‘GXP[—EGX—M +Z)]

The Fisher information matrix is
I(p,0%) = diag{2/0°,...,2/0°,2n/0"},

the last entry corresponding to the information for 2.

Recall that this was created to show that the MLE can be
inconsistent.

-

Y

~

/
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Jeffreys-rule prior: 7/ (u,0?) = 1/0("*+2). This is bad; for

instance, the marginal posterior for o2 is

1 S?
= e Pl

which concentrates around o2 /2.

— Indeed the posterior mean is S%/[4(n — 1)], while the
frequentist density of S?/[20?] is Chi-Squared with n
degrees of freedom, so that, as n — oo,

S?/[4(n — 1)] — o2 /2.

— Thus the posterior distribution of o2 is inconsistent, i.e., it

does not concentrate around the true value.

/
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/ D. Viewpoints and Motivations Concerning \
Objective Bayesian Analysis

Five common (almost surely monotonic) philosophical Viewpoints:

e A major goal of science is to find a completely coherent
objective Bayesian methodology for learning from data.

e Objective Bayesian analysis is the best method for objectively
synthesizing and communicating the uncertainties that arise in
a problem, but is not coherent according to the usual
definitions of coherency.

e Objective Bayesian analysis is a convention we should adopt in
scenarios requiring ‘objectivity.’

e Objective Bayesian analysis is simply a collection of adhoc but
useful methodologies for learning from data.

e Objective Bayesian analysis is an abomination that should be

K excised from the world. /
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/ More on Coherency \

Numerous axiomatic systems seek to define coherent inference or
coherent decision making. They all seem to lead to some form of
Bayesianism.

e The most common conclusion of the systems is that subjective
Bayes is the coherent answer.

— But it assumes infinitely accurate specification of (typically)
an infinite number of things.

e The most convincing coherent system is robust Bayesian
analysis, which can be argued to be the correct synthesis of
objective and subjective Bayesian analysis; in this approach,
specifications are intervals (e.g. P(A) € (0.45,0.5)) and
conclusions are intervals (see e.g., Walley, Berger, ...)

— But it has not proven to be practical; the interval answers

\ are typically too wide to be useful. /
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/ e Being coherent by itself is worthless: e.g., it is fully coherent to\
always estimate 6 € (0, 00) by 17.35426. (Note: estimating by

17, without the decimal places, would not be viewed as
“scientific.”)

e When the goal is communication of information, defining
coherency is not easy:

— FEzample: Suppose we observe data x ~ N (6, 1), and the goal
is to objectively communicate the probability that 6 < .
Almost any objective approach (Bayesian, frequentist, ...)
would say the probability is 1/2. This is incoherent under
definitions of coherency that involve betting and ‘dutch books.

— FEzxample: Suppose we want confidence intervals for the

is an objective Bayesian answer that is simultaneously correct
from Bayesian, frequentist, and fiducial perspectives, but it is
K incoherent according to the ‘marginalization paradox.’ /

correlation coefficient in a bivariate normal distribution. Thereg

N
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/ Motivations for Objective Bayesian Analysis \

e The appearance of objectivity is often required.

e Even subjectivists should make extensive use of objective
Bayesian analysis.

— An objective Bayesian analysis can provide a reference for
the effect of the prior in a subjective analysis.

— It is rare that subjective elicitation can be thoroughly done
for all unknowns in a problem, so that some utilization of
objective priors is almost inevitable.

— An objective Bayesian analysis can be run initially, to assess
if subjective priors are even needed. (Perhaps the data will
‘swamp the prior’.)

— Through study of objective priors, one can obtain insight
into possibly bad behavior of standard (e.g., conjugate)

\ subjective priors. /
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/ e One still wants the many benefits of Bayesian analysis, even if\
a subjective analysis cannot be done:

— Highly complex problems can be handled, via MCMC.

— Very different information sources can be combined,
through hierarchical modeling.

— Multiple comparisons are automatically accommodated.

— Bayesian analysis is an automatic ‘Ockham’s razor,’
naturally favoring simpler models that explain the data.

— Sequential analysis (e.g. clinical trials) is much easier.

e Unification of statistics: objective Bayesian methods
— have very good frequentist properties;

— solve the two major problems facing frequentists:

«x How to properly condition.
x What to do for small sample sizes.

\o Teaching of statistics is greatly simplified. /
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A Simple Illustration: For i =1,...,p, suppose

First: possible inadequacy of empirical Bayes:
Marginally, X; ~ Normal(0, 1 + 72), yielding the likelihood

2y 5 1 ox X? ~ 1 x4 52
L(T)_El\/zw(1+72) p{ 2(1+T2>} (1+ 72)p/2 p{ 2(1+T2)}’

where S% = > XZ. If S? < p, the mle for 72 is 72 = 0 and the
unbiased estimate is negative. (With numerous variance
components, this is a common occurrence. Even here, for p = 4 and

7_2

~

Variance component problems with moderate
sample sizes almost require objective Bayes

X; ~ Normal(p;,1) and pu; ~ Normal(0,72).

=1, Pr(S? < p) = 0.264.)

/

University of Pennsylvania: June 5, 2009
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likelihood
0.08 0.10 0.12
| | |

0.06
1

0.04
I

0.02
1

taun2

Figure 1: Likelihood function of 7* when p = 4 and S* = 4 is observed.
Note that it decreases slowly, indicating considerable uncertainty about

72, even though the mle is 0.

- /
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Neglecting uncertainty in 72 affects the analysis in an incorrectly
aggressive fashion.

Setting 72 to 0 is equivalent to setting pu; = ... = u, = 0.

Empirical Bayes methods have difficulty incorporating the
uncertainty in 72, because the maximum is achieved at a
boundary.

Objective Bayes analysis

e leads to a posterior for 72 that reflects the uncertainty in
the likelihood;

e can be easily implemented computationally for very
complex hierarchical models using MCMC, more easily than
empirical Bayesian analysis.

. /
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But choice of ‘hyperpriors’ in hierarchical Bayesian analysis

requires care; indeed, bad choices are common that can even lead
lead to improper posteriors. In the previous example, a prior m(72)
results in the posterior

(7% ] X) o (HTlQ)p/Q exp {—m}ﬂ(ﬂ).

e The Jeffreys prior for a variance, w(7%) = 1/7%, will result in
an improper posterior, and the MCMC will run to 0.

e Commonly used vague proper priors, w(12) T_Q(H_G)G_E/TQ,
will cause the posterior to concentrate near 0, having the same
bad practical effect and, even worse, the MCMC will behave
normally.

. /
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The Correct Jeffreys Prior: Marginally,
X; ~ Normal(0,1 + 72), so find Jeffreys prior for this model.

Answer: w(72) = 1/(1+72).

More generally, if X;; ~ Normal(yu;,c?), for j =1,...,n, and
1; ~ Normal(u, 72), with 02 known, the Jeffreys prior for the

marginal model is
1

2y _
T‘-(:u77- >_ %24—7'2.

If 02 is unknown, the independence Jeffreys prior is

, 1 1

2
m(p, 7°,07) = - :
(:uv ) ) o2 J72 4 -2

-

~
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/ E. Modern Objective Bayesian Approaches \

e Information-theoretic approaches
— Maximum entropy (Jaynes)
— Minimum description length (or minimum message length)
— Maximal data information (Zellner)

— Reference priors (Bernardo): to be discussed

e Invariance/Geometry approaches
— Jeffreys prior

— Transformation to local location structure (Box and Tiao, ...
recently Fraser, Reid et. al. in a data-dependent fashion)

— Invariance to group operations (to be discussed)

* Right-Haar priors and left-Haar (structural) priors (Fraser)
* Fiducial distributions (Fisher) and specific invariance (Jaynes)

e Frequentist-based approaches (to be discussed)

— Matching priors, with good asymptotic frequentist coverage.

\ — Admissible priors, that yield admissible inferences. /
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Reference Priors (Bernardo, 1979)

Key insight: An objective prior should be defined relative to a
specific context, including

e the statistical model (as suggested by Jeffreys);

e the quantity of inferential interest (e.g., the parameter of
interest or the prediction of interest);
Note: A multiparameter model may thus have a variety of
reference priors.

e possibly even the loss or utility function of interest.

. /
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G{ey methodological implementation steps: \

-

Choose 7(6) to minimize the asymptotic missing information,
the difference between the information in the prior and the
information in the posterior from a large amount of data.

If 6 is continuous and real, the prior that does this is

(0) = lim }Z(eeo)), fr(8) = exp { / p(@™16) log [x" (0] x")] dw““’]
where 6 is an interior point of the parameter space,

xk) = {x1,..., 2} stands for k conditionally independent
replications of &, and 7* (0| x(*)) is the posterior distribution
corresponding to some fixed, largely arbitrary prior 7*(8).

Do this using proper prior distributions that approximate the
objective priors, so probability computations are legitimate:

— typically, use priors truncated on an increasing sequence of
compact sets;

v

— ensure that mass doesn’t ‘escape to infinity.’ /

38



O’Bayes

09 University of Pennsylvania: June 5, 2009

-

-

~

e In multiparameter problems, operate sequentially, determining
a sequence of conditional reference priors, finishing with the
parameter of interest.

Ezample: In the Neyman-Scott problem, where o2 is the
parameter of interest,
— first find the conditional reference prior 7 (u | 02) = 1;

— in the marginal model f(z | o2) = [ f(x | p,0?)(1)dp,
find the reference prior 7(c?) = 1/0?;

— The overall reference prior is 7f*(u, 0?) = 1/02.

Tomorrow morning,

e Jose Bernardo: Reference priors for discrete parameter spaces

e Dongchu Sun: The formal definition of reference priors

/
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/ Matching Priors (Peers; Datta and Mukerjee, 2004) \

An objective prior is often evaluated by the frequentist coverage of
its credible sets (when interpreted as confidence intervals). If £ is
the parameter of interest (with @ the entire parameter), it suffices
to study one-sided intervals (—oo, q1_ (X)), where q1_,(x) is the
posterior quantile of &, defined by

dl1 — o <X>

PE<aatx) 0= [  w¢|xd=1-a

— 00

Of interest is the frequentist coverage of the one-sided intervals
C(0) = P(q1-a(X) > £ 0).

Definition 1 An objective prior is exact matching for a
parameter &, if it’s 100(1 — )% one-sided posterior credible sets for
¢ have frequentist coverage equal to 1 — a. An objective prior s

\matching if this is true asymptotically up to a term of order 1/n. /
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/ Invariance Priors \

Generalizes ‘invariance to parameterization’ to other transformations

that seem to leave a problem unchanged. There are many illustrations of
this in the literature, but the most systematically studied (and most
reliable) invariance theory is ‘invariance to a group operation.’

An example: location-scale group operation on a normal distribution:

e Suppose X ~ N(u,0).

¢ Then X" =aX +b~ N(u",0"), where " = ap+b and o™ = ao.
Desiderata:

e Final answers should be the same for the two problems.

e Since the X and X™ problems have identical ‘structure,” w(u, o)
should have the same form as w(u*,0").

Mathematical consequence: use an tnvariant measure corresponding
to the ‘group action’ of the problem, the Haar measure if unique, and the

right-Haar measure otherwise (optimal from a frequentist perspective).

@r the example, 7 (1, 0) = 0~ 'dudo (independence-Jefferys prior). /
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Example: The Bivariate Normal Model (with Dongchu Sun)

The bivariate normal distribution of (x1,x2) has mean (u1, uo) and

2
i . 01 pPoO102 i
covariance matrix 3 = ) , Where p is the
PO102 09
correlation between x; and xs.
For a sample (z11,x21), (12, 722), ..., (T1n, T2n ), the sufficient

. . — (= = \/ - —1 n
statistics are T = (71, T2)’, where T, =n"" » ., x;5, and

n
S r\/S118
S = Yl@-@-wy=( L VU
i—1 r'y/S11522 5§22

where Sij = ZZ:1(5U7JI<: — Ez)<x3k — fj), r = 312/\/ §11522-

. /
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An Extended Conjugate Class of Priors: For a,b > 0, the priors for
(p1, po, 01,09, p) of the form

1
Tab ) ,01,02, —
a (:ul H2,01,02 p) O_i%—ao_g—b(l L p2)2—b/2

have essentially a closed form posterior, and include the following
important special cases:

711, which is a one-at-a-time reference prior.

7TRH — 7-‘_12(:“17”27 01, 027p) — 01_2(1 o 102)_17 which is the

right-Haar prior corresponding to invariance w.r.t. the group
action u* = p +a, X* =T'XT, with T a triangular matrix.
It is not known if this is derivable as a reference prior.

7/ = 710, the Jeffreys-rule prior (|X|~2dX).

7!/ = 191, the independence-Jeffreys prior (|2|73/2dX%).

/
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Credible Intervals for p, under the right-Haar prior

can be found by

~

1
RH
m Ui, 42,01,02, 0 — ’
( ) o1 (1—p?)

drawing independent Z ~ N(0,1), X%_l and X721—2;

/[~ 2
setting p = \/ﬁﬁ’ where Y = \/71 \/i” j \/1T =

repeating this process 10,000 times;

using the 5% upper and lower percentiles of these generated p
to form the desired confidence limits.

/
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Gemma 1 \

1. This Bayesian credible set, C(r), when considered as a
frequentist confidence interval, has exact coverage 1 — «.

2. This credible set can be shown to be the same as the fiducial
confidence interval obtained by Fisher in 1930.

Two Historical Curiosities:

1. It seems not be widely known that Fisher’s fiducial interval has
exact frequentist coverage of 1 — a?

2. In the early 60’s, results of Lindley and Brillinger showed that, if
one starts with the density p(r | p) of r, there is no prior
distribution for p whose posterior equals the fiducial distribution.

e Geisser and Cornfield (1963) thus conjectured that fiducial and
Bayesian inference could not agree here. (They do.)

e But, since 7' (p | ) can be shown only to depend on the data

through r, we have a marginalization paradox (Dawid, Stone and

\ Zidek, 1973): 7™ (p | x) = g(p,r) # p(r | p)w(p) for any =(-). /
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parameter exact matching constructive posteriors
— Z*
H1 T1+ —= \/ 211
* n
\/Xn—l
— z*
p2 T2+ —= \/ >22
* n
\/Xn—l

d,(lu'lalu2)7 d e IRQ

n—1

d (T1,72) + \/XZQ \/d/ﬁgd

vELL \/X%*—Q

o1 \/Sll/xi*_l
J5e A xl\/Xi*_l
o1 Vn V811 .

ooz Vo e ) gy o
p ——=Z— z) =

S e Vi ) Vita?

PO /S22 zZ* V1—-1r2,/s53
g1 VvS11

3| = ofo3(1 - p?)

|S1/ X1 X" 2]

o5(1 — p?) 822(1—7“2)/\/X72{k_2
_ P zr \/Xi*—2 T
o1y 1—p2 VS11 V811 1— g2

~
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The Lindley/Bayarri Reference Prior for p:

1
7TLB(:LL17M270-170-2710) — 0_10.2(1 . p2)

This does not have a closed form posterior like the 7, priors, but
here is a rejection method to exactly generate from the posterior

WLB(M17H270-170_27P | X)
Step 1. Simulate

2
o o10

2:< ! '021 2) ~  Inverse Wishart(S~',n —1).
pPo102 09

Step 2. Simulate u ~ unif (0,1). If u < /1 — p?, report 3.
Otherwise go back to Step 1.

Step 3. Simulate u = (u1, p2)’ ~ No(ZT,n~1X).

. /
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The ‘Eigenvalue’ Reference Prior (Yang and Berger, 1994)

1
|ZE|(dy — da)

WE(/Ll,/LQ,O'l,O'Q,p>

where d; > dy are the ordered eigenvalues of 3. Here is a
Metropolis method to exactly generate from its posterior.

Step 1. At each iteration, generate

>* ~ Inverse Wishart(S~*,n —1).

Sten 9. Set 3 {E* with probability «,
ep 2. Se =

Y. otherwise,
where

(df —d5) |X|FDe }

= min {1, (d1 — d2) . \Z*|(’<¢—1)/2

-

~
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What is a Good Owverall Prior?

e The right-Haar prior appears to be great (e.g., exactly
frequentist matching) for many parameters, including p, but it
can be bad for inference about general features such as o1 /03,
and it has a marginalization paradox.

e The Lindley-Bayarri prior is not exact matching for anything,
but it is first order matching for many parameters (e.g. p), has
reasonable numerical coverage for all parameters, and no
marginalization paradox.

e The eigenvalue reference prior also seems like a good general
prior, but is much harder to compute with.

. /
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Multivariate Versions of 748 and n¥

A sample of k x 1 vectors x1,xo, ..., 2, is observed from the
multivariate normal model, Ny (u, ). Inference about the
unknown ¥ can then be based on T =n"1>_" | @; and

S=>" (x; —T)(x; — T) ~ Wishart(n, X) . Then

1 1

LB _
T (, X) dpdy = |2|k:/2 ' |I+2*2—1|1/2

dp d3s

where * denotes the Hadamard product of matrices (this was
derived as a reference prior by Chang and Eaves, 1990) and

I
B ) dudS = h>>di]l g g

where d; > dy > ... > d;. are the eigenvalues of X.

. /
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/To generate from the posterior 748 (u, X | X):
Step 1. Generate X ~ Inverse Wishart(S™1,n —1).

Step 2. Simulate u ~ unif (0,1). If u < 2% [T + 3*X~1|71/2,
report . Otherwise go back to Step 1.

Step 3. Simulate pu ~ Ni(Z,n"1X).

To generate from the posterior ¥ (u, X | X):

Step 1. At each iteration, generate

>* ~ Inverse Wishart(S~*, n —1).

G o Ger s {2* with probability «,
ep 2. Se =

Y. otherwise,

. _(dr—d; (k=1)/2
Whereoz:mm{l,HK‘7< ) 1= }

\ Hz‘<j(di—dj) . |3+ [(k=1)/2

~
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Priors on the Boundary of Admissibility

Objective priors can be too diffuse, or can be too concentrated.
Some problems this can cause:

1. Posterior Impropriety: If an objective prior does not yield a
proper posterior for reasonable sample sizes, it is too diffuse.

Example: Z(s) = u + €(s) is a Gaussian process observed at
s; € RF.i=1,...,n, where cov(e(s),e(s')) = o2 lIs=s'lI/79
The prior 7(u,0%,9) = 1/0? results in an improper posterior.

2. Inconsistency: Inconsistency can result from a too-diffuse
objective prior, as in the Neyman-Scott problem
(77 (p,0?) = 1/0("*2) ig too diffuse near zero).

3. Priors Overwhelming the Data: Priors that are not diffuse
enough can be much more influential than the data, as in large

/
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/Addressing this through Admissibility and Inadmissibility\

Consider estimating @ by its posterior mean 4" (), under mean
squared error risk R(0,0") = ng[(e — 0" (X))HO —6"(X))]. 8" is
admissible [inadmissible] if it cannot [can] be improved in risk.

e Proper priors yield admissible estimates.

e Too diffuse improper priors yield inadmissible estimators.

e Priors ‘on the boundary of admissibility’ are typically exactly
balanced between being too vague and too concentrated.

For estimating a multivariate normal mean, Brown (1971) shows
that, if m(x) = [ f(z | 0)7(0)d0 is the marginal density and

m(”:fnmn:rm(a’)d“” (1) = Jywj=r iz 12

then 67 (x) is admissible [inadmissible] if

/C () dr = [ / () dr < oo] |

. /
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Example: Good hyperpriors for normal hierarchical models:
hyperpriors yielding admissible mean estimates, are given in
Berger, Strawderman and Tang (2005) for the following block
multivariate normal situation:

For:=1,2,...,m,

e X;=0;+c¢, i ~ Ni(0,%;),
are k x 1 observation vectors, k > 2, with the 3; known.

e 0, =2,80+¢,, SiNNk(Oav)v
with the z; being specified standardized k x [ covariate
matrices,

— B is an [ X 1 unknown ‘hyper-mean’ vector,

— V is an unknown k£ X k ‘hyper-covariance matrix’.

Goal: Find good hyperpriors n(3,V) = n(8)n(V).

-

~
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/For w(3): \

e Use of the constant prior 7(3) = 1 results in inadmissibility,

except when [ = 2.

e The prior 7(8) o [1 + ||B][?]~¢~1/2 is excellent from the
perspective of admissibility for all [ (even [ = 2).
To compute with this prior, use the equivalent representation

B A~ N(0,M), X~ \"1/2e71/2A

— sample A from its full conditional, the
Inverse Gamma((l —1)/2,2/[1 + ||3||?]) density;

— given A (and V and the 6;), Gibbs sampling of 3 can be
done from its full conditional, which is

™m —1 m m —1
1 / —1 2 : / —1 1 2 : / —1
N[ <<)\I -+ i:E 1 ZiV Zi) £ ziV 97;, ()\I -+ £ ZZ'V Zi) ) .
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For the hyper-covariance matrix V,

e The standard Jeffreys prior for a covariance matrix,
(V) = |V|~*+1)/2 vields an improper posterior.

e The commonly used constant prior, 7(V') = 1, yields an
extremely inadmissible estimator. Furthermore, roughly 2k
observations are needed for a proper posterior, while k + 1
observations are enough for identifiability.

e Admissible priors on the boundary of admissibility are modified
Jeffreys priors of the form

(V)= |2+ V|~ k+D/2,

e Reference priors are similar but more complicated.

Note: The recommended priors automatically result in the right

type of frequentist ‘shrinkage.’

N /
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4 N

MCMC Sampling of V' in the Posterior for (V) = |X + V|~ (kT1)/2.

Defining W(6,3) =>." ,(0; — 2;8)(0; — z;3)", the resulting full
conditional for V can be written

1 1
"V ]0.0) % i e (—5 (VO W0.8) )

One can sample from this full conditional using the following
accept-reject sampling algorithm:

Propose a candidate V™ from the InverseWishart (W (8, 3), m)
density

Accept the candidate with probability P = (|V|/|Z 4+ V|)(k+1)/2,
returning to the proposal step if the candidate is rejected, and
moving on to another full conditional if it is accepted.

. /
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F'. An Application of Objective Bayesian Analysis:
Determining Cepheid Distances (with Jefferys and Miiller)

e A Cepheid star pulsates, regularly varying its luminosity (light
output) and size.

e From the Doppler shift as the star surface pulsates, one can
compute surface velocities at certain phases of the star’s period.

e From the luminosity and ‘color’ of the star, one can learn
about the angular radius of the star (the angle from Earth to
opposite edges of the star).

e Combining, allows estimation of s, a star’s distance.

/
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/ Choice of Prior Distributions \

e The orders, (M, N), of the trigonometric polynomials used to
fit the velocity curves, are given a uniform distribution up to
some cut-off (e.g., (10, 10)).

® T,, Ty, Te, Which adjust the measurement standard errors, are
given the standard objective priors for ‘scale parameters,’
namely the Jeffreys-rule priors p(r,) = —, p(7,) = =, and

==,
1

p(TC) _ E

e The mean velocity and luminosity, ug and vg, are ‘location

parameters’ and so can be assigned the standard objective
priors p(ug) = 1 and p(vy) = 1.

e The angular diameter ¢y and the unknown phase shift A¢ are
also assigned the objective priors p(A¢) =1 and p(¢g) = 1. It
is unclear if these are ‘optimal’ objective priors but the choice

K was found to have neglible impact on the answers. /
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4 D\

e The Fourier coefficients arising from the curve fitting (which is

done by model selection from among trigonmetric polynomials)
occur in linear models, so Zellner-Siow conventional model
selection priors were utilized.

e The prior for distance s of the star should account for

— Lutz-Kelker bias: a uniform spatial distribution of Cepheid
stars would yield a prior proportional to s2.

— The distribution of Cepheids is flattened wrt the galactic
plane; we use an exponential distribution, constrained by
subjective knowledge as to the extent of flattening.

2exp (—|ssin 3|/20),
* (3 being the known galactic latitude of the star (its angle

— So, we use p(s) x s

above the galactic plane),
x 2o being the ‘scale height,” assigned a uniform prior over

the range zg = 97 & 7 parsecs.

. /
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/ Combination of Objective and Subjective Priors \

In my 7 latest applications with a large number of parameters, here
is the breakdown as to whether parameters were handled

e with formal objective priors
e with hierarchical modeling

e with adhoc objective priors (with sensitivity studies)

e with subjective priors

# Parameters # Parameters # Parameters # Parameters
Study Formal Obj. Hierarchical Adhoc Obj. Subjective
CAFE 24 1245 3 43 (< 7dim.)
Retirement 51 0 3 3
Cepheid 227 0 2 2
Roads 302 289 5780 (mle) 9
CORSIMS 100 217 2 37 constraints
Galaxy 344 0 0 46 constraints
Sandia 2 180 4 37 (other data)

N
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