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Consider a sampling model

X ∼ F (x | θ), X ∈ R,

with a prior π(θ) in θ ∈ Θ and a random sample x of size n .

Our Goal
To estimate extreme quantiles Xq:

Pr(X ≤ Xq | x) = q, (with 1 − q = 10−3 or 10−4).

For instance Xq represents:
- in Finance the Value at Risk;
- in Hydrology an extreme water level;
- in Environmental research extreme wind speed, daily

temperature, . . .;
- in Geology and Seismic analysis, extreme magnitudes and

damages from earthquakes, diamond sizes, . . .

- . . .
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Estimation of extreme events:

Problem
F is unknown and so are θ and π(θ).

We consider
Estimation of F | x where F (· | θ) is flexible enough to be
compatible with all x ... including extreme data.

We propose to use a mixture distribution:
A semiparametric model for non-extremes and the Generalized
Pareto Distribution for extremes.



Danish data

Danish data consist of 2157 insurance losses (85 million DKK)
from the years 80-90 caused by industrial fires: damage to
buildings, furniture and personal property, loss of profits, . . .
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• Pickand’s Theorem (1975): if F belongs to the Maximum
Domain of Attraction of a Generalized Extreme Value
distribution (the limiting distribution for maxima) and
u → ∞
⇒ (X − u|X > u) ∼Generalized Pareto Distribution

g (x | u, ξ, σ) =

{
σ−1

(
1 + ξ(x−u)

σ

)−(1+ξ)/ξ
,

(
1 + ξ(x−u)

σ

)
> 0

σ−1 exp (−(x − u)/σ) , ξ = 0

and support (X − u) > 0 for ξ ≥ 0 or 0 < (X − u) < −σ/ξ
for ξ < 0.

ξ > 0: data exhibit heavy tail behavior;

ξ < 0: X is upper bounded;

ξ = 0: The GPD is exponential and F is a normal
distribution.
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PrGPD(X − u ≤ Xq|X > u) = q,

Xq = u +
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Quantile estimation with GPD

If (X − u|X > u) ∼ GPD(ξ, σ), then

PrGPD(X − u ≤ Xq|X > u) = q,

Xq = u +
((1 − q)−ξ − 1)σ

ξ

Xq is the parameter of interest when q → 1.



How to choose u ?



How to choose u ?

• if u is too small then Pickand’s theorem does not hold;



How to choose u ?

• if u is too small then Pickand’s theorem does not hold;

• if u is too large then (ξ, σ|x , u) is based on too few tail’s
observations.



Approaches to inference on extremes

Two types of approaches:



Approaches to inference on extremes

Two types of approaches:

• use only tail data for different values of u and estimate
(ξ, σ|x , u);



Approaches to inference on extremes

Two types of approaches:

• use only tail data for different values of u and estimate
(ξ, σ|x , u);

• all data, but you need to specify a central model that
approximates the bulk of F .
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(1984), Smith (1984), DuMouchel (1983), Grimshaw (1993),
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• Graphical tools, i.e. Mean Excess Function plot;

• Local robustness of (ξ, σ|x , u) with respect to u (Davison
(1984), Smith (1984), DuMouchel (1983), Grimshaw (1993),
Hosking and Wallis (1987), Castillo and Hadi (1997),
de Zea Bermudez and Turkman (2003), Castellanos and Cabras
(2006), Bayarri et al. (2008), Coles and Pericchi (2003);)

• Order statistics (de Zea Bermudez et al., 2001).



All data approaches

Different assumptions about the central model:



All data approaches

Different assumptions about the central model:

• Weibull : in Frigessi et al. (2002) it is used a dynamically
weighted mixture model



All data approaches

Different assumptions about the central model:

• Weibull : in Frigessi et al. (2002) it is used a dynamically
weighted mixture model

• Normal : in Cabras and Morales, (2006) within an outlier
detection approach using pppp



All data approaches

Different assumptions about the central model:

• Weibull : in Frigessi et al. (2002) it is used a dynamically
weighted mixture model

• Normal : in Cabras and Morales, (2006) within an outlier
detection approach using pppp

• Right truncated Gamma : in Behrens et al. (2004) within a
subjective Bayesian perspective



All data approaches

Different assumptions about the central model:

• Weibull : in Frigessi et al. (2002) it is used a dynamically
weighted mixture model

• Normal : in Cabras and Morales, (2006) within an outlier
detection approach using pppp

• Right truncated Gamma : in Behrens et al. (2004) within a
subjective Bayesian perspective

• Mixture of uniforms : in Tancredi et al. (2006) with proper
priors/vague priors



All data approaches

Different assumptions about the central model:

• Weibull : in Frigessi et al. (2002) it is used a dynamically
weighted mixture model (n = 1000, 2000)

• Normal : in Cabras and Morales, (2006) within an outlier
detection approach using pppp (n = 1000)

• Right truncated Gamma : in Behrens et al. (2004) within a
subjective Bayesian perspective (n = 1000, 10000)

• Mixture of uniforms : in Tancredi et al. (2006) with proper
priors/vague priors (n = 154, 500)

In general, these approaches have been applied to large data
sets.



Weibull-GPD model in Frigessi et al. (2002)

f (x | θ) ∝ [1 − p(x , η)]h(x | γ) + p(x , η)g(x | ξ, σ),

h(x | γ) is the Weibull

h(x | γ) =
α

β

(
x
β

)α−1

exp
(
−

x
β

)α

,γ = (β, α)

p(x , η) = 1/2 + (1/π) arctan((x − η1)/η2) mixing function
that reflects tail GPD domination with respect to
h(x | γ)

Inference MLE.
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Our proposal

Let F has density

f (x | θ) = h(x | γ)1{x≤u} + [1 − H(u | γ)] g(x | ξ, σ, u)1{x>u},
(1)

with θ = (γ, ξ, σ, u).
A similar mixture model is considered in Behrens et al. (2004).

Note that:

• f is discontinuous at x = u because we use a
discontinuous mixing function p(x , u) ≡ 1{x≤u};

• in our applications the discontinuity is negligible.



The likelihood for the general setup

For a random sample x = (x1, x2, . . . , xn) the full likelihood for θ
with ξ 6= 0 is

L(θ | x) =
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∏
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The likelihood for the general setup

For a random sample x = (x1, x2, . . . , xn) the full likelihood for θ
with ξ 6= 0 is

L(θ | x) =
∏

{i,xi≤u}

h(xi | γ)
∏

{i,xi >u}

(1−H(u|γ))
1
σ

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1A,

where A ≡ { ξ
σ > − 1

x(n)−u}, while for ξ = 0 we have

L(θ | x) =
∏

{i,xi≤u}

h(xi | γ)
∏

{i,xi >u}

(1−H(u|γ))
1
σ

exp(−(xi−u)/σ)1{σ>0}.
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Quantile estimation in this setup

• Extreme quantile Xq , for q > H(u|γ), is

PrF (X ≤ Xq) = q,

q̃ =
q − H(u|γ)

1 − H(u|γ)
= G(Xq|ξ, σ, u)

Xq = u +
((1 − q̃)−ξ − 1)σ

ξ

• We propose to define h in two ways:
(i) h(·|γ) is a parametric central model elicited along with

default priors on (γ, u, ξ, σ);
(ii) otherwise use a semiparametric density estimation of h

conditionally on u, with default priors over (u, ξ, σ).

We propose case (ii) for n large when a parametric model
cannot be assumed.
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Case (i): central parametric model

The prior over model parameters is

π(γ, u, ξ, σ) = π(γ)π(u, ξ, σ) = π(γ)π(ξ, σ|u)π(u)

Prior for γ parameters:

Normal model: γ = (µ, τ2), mean and variance with reference
prior

π(γ) ∝ τ−2

Weibull model: γ = (α, β): shape and scale with reference
prior

π(γ) ∝ β−1
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Default priors for GPD parameters

π(u, ξ, σ) = π(ξ, σ|u)π(u),

where

π(ξ, σ|u) ∝ σ−1(1 + ξ)−1(1 + 2ξ)−1/2, ξ > −1/2, σ > 0

is the Jeffreys prior in Castellanos and Cabras (2006), that
leads to a proper posterior with at least 2 extreme
observations;

π(u) ∝ 1[x(1),x(n)]

is a data dependent prior.



Case (ii): Density estimation of h

• When we can not assume a parametric central model, but
we have a large data set it is safe to use a semiparametric
estimation of h.

• We estimate h, conditionally on u, ĥu, using the Lindsey
method (Lindsey (1974a), (1974b), Efron and Tibshirani
(1996)).
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The Lindsey method

For a given u we approximate

hu(x) =
h(x)

H(u)
1{x≤u}

using n−
u = #{ xi ≤ u} data x− = {xi ≤ u}, where n−

u + n+
u = n

with the Lindsey method that consists in:

1. bin x− into K classes {Ik}K
k=1 with mid points {mk}

K
k=1

2. fix K with bin size ∆ in the Freedman-Diaconis rule;

3. reduce x− into counts sk = #{xi ∈ Ik},
∑K

k=1 sk = n−
u ;

4. sk ∼ Poisson(νk ) with νk = n−
u · ∆ · hu(mk ),

5. obtain ĥu(x) with a polynomial Poisson regression of sk on
mk of degree d (= 2, 3) requiring that

∫ u
−∞ ĥu(z)dz = 1.



Danish data: ĥu vs Weibull, u = 2, d = 3
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Danish data: ĥu vs Weibull, u = 2, d = 3
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Case (ii): The Profile Likelihood, Lp

The semiparametric case (ii) amounts to incorporate the
following profile likelihood,

Lp(u, ξ, σ | x) =
∏

{i ,xi≤u}

Ĥ(u)ĥu(xi )

∏

{i ,xi>u}

(1 − Ĥ(u))
1
σ

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1A,

into a default Bayesian analysis,
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Case (ii): The Profile Likelihood, Lp

The semiparametric case (ii) amounts to incorporate the
following profile likelihood,

Lp(u, ξ, σ | x) =
∏

{i ,xi≤u}

Ĥ(u)ĥu(xi )

∏

{i ,xi>u}

(1 − Ĥ(u))
1
σ

(
1 + ξ

(xi − u)

σ

)−(1+ξ)/ξ

1A,

into a default Bayesian analysis, where

Ĥ(u) = n−
u /n.

For u and GPD parameters we use π(u, ξ, σ) as above.
The use of pseudo-likelihoods in Bayesian inference has been
proposed in Monahan and Boos (1992), Severini (1999, 2007),
Ventura et al. (2009).



Main difference between case (i) and (ii)

• For the parametric case (i), the posterior is

π(γ, u, ξ, σ | x) ∝ L(γ, u, ξ, σ | x)π(γ)π(u)π(ξ, σ | u),

and the marginal of (u, ξ, σ | x) is
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where LI(·) is the integrated likelihood
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Main difference between case (i) and (ii)

• For the parametric case (i), the posterior is

π(γ, u, ξ, σ | x) ∝ L(γ, u, ξ, σ | x)π(γ)π(u)π(ξ, σ | u),

and the marginal of (u, ξ, σ | x) is

π(u, ξ, σ | x) ∝ LI(u, ξ, σ | x)π(u)π(ξ, σ | u),

where LI(·) is the integrated likelihood

LI(u, ξ, σ | x) =

∫

γ∈Γ
L(γ, u, ξ, σ | x)π(γ)dγ

• For the semiparametric case (ii) the posterior is

π(u, ξ, σ | x) ∝ Lp(u, ξ, σ | x)π(u)π(ξ, σ | u)



Approximation of posterior distribution

• Approximation of posterior distribution is obtained using
MCMC methods.

• We consider Metropolis-Hastings (MH) within Gibbs
sampling, using random walk proposals centered at the
previous state, with standard deviations fixed in order to
obtain acceptance rates around 20% − 40%



Application



Danish data

Parameter Median Mean q0.025 q0.975

u 5.296 7.476 0.991 23.345
σ 5.921 5.63 1.5 11.007
ξ 0.583 0.601 0.298 1.138

Table: Posterior estimates using the semiparametric model.
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Danish data

α (q=1- α) Emp. Semi-B Dynamic MM POT-ML-u=4 POT-ML-u=9
ξ̂ NA 0.58 0.621 0.63 0.5
0.05 9.0 8.7 8.3 8.3 9.1
10−2 25.0 26.4 25.5 26.5 26.3
10−3 130.6 106.0 112.0 120.2 93.3
10−4 NA 412.1 473.8 521.1 303.9
10−5 NA 1572.2 1987.0 2237.6 965.2

Estimation of Xq using:

Emp. empirical estimations;

Semi-B posterior median with semiparametric model;

Dynamic MM Dynamic Mixture Model (MM) in Frigessi et al. 2002;

POT-ML-u POT-ML model in McNeil (1997) for u = 4, 9.
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Setup of the simulation study

We perform a simulation study to

• estimate the actual coverage of 95% posterior Credible
Intervals (CrI) and their length with n = 500 and n = 1000;

• compare semiparametric CrI vs CrI obtained when the
parametric family of h(x | γ) is known;

Our findings are based on sets of 500 simulations where

• 10% of extreme values;

• σ = 1.



Semiparametric vs Weibull ( n=500)

Weibull model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.93 55 0.93 519 0.92 64 0.93 795 0.94 63 0.95 868
0.2 0.94 19 0.93 108 0.92 23 0.93 156 0.94 26 0.95 241
0 0.93 7 0.93 24 0.92 8 0.92 35 0.93 10 0.96 59
-0.2 0.94 3 0.95 6 0.93 3 0.94 7 0.94 4 0.96 19
-0.4 0.96 1 0.97 2 0.96 1 0.97 2 0.96 2 0.97 6

Table:

• Coverages and Median length of 95% CrI.

• The true h is the Weibull density with α = 2 and mean 1.

• Coverage standard errors are around 0.01.
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Weibull model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.93 55 0.93 519 0.92 64 0.93 795 0.94 63 0.95 868
0.2 0.94 19 0.93 108 0.92 23 0.93 156 0.94 26 0.95 241
0 0.93 7 0.93 24 0.92 8 0.92 35 0.93 10 0.96 59
-0.2 0.94 3 0.95 6 0.93 3 0.94 7 0.94 4 0.96 19
-0.4 0.96 1 0.97 2 0.96 1 0.97 2 0.96 2 0.97 6

Table:

• Coverages and Median length of 95% CrI.

• The true h is the Weibull density with α = 2 and mean 1.

• Coverage standard errors are around 0.01.



Semiparametric vs Weibull ( n=1000)

Weibull model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.95 26 0.96 177 0.96 27 0.95 197 0.95 29 0.95 235
0.2 0.94 10 0.94 43 0.93 10 0.93 49 0.94 10 0.94 48
0 0.94 4 0.94 11 0.94 4 0.94 11 0.93 4 0.94 13
-0.2 0.93 1 0.93 3 0.93 1 0.93 3 0.93 1 0.93 3
-0.4 0.94 1 0.96 1 0.96 1 0.96 1 0.94 1 0.96 1

Table:

• Coverages and Median length of 95% CrI.

• The true h is the Weibull density with α = 2 and mean 1.

• Coverage standard errors are around 0.01.



Semiparametric vs normal ( n=500)

Normal model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.94 43 0.94 347 0.93 58 0.94 805 0.93 55 0.95 853
0.2 0.93 17 0.94 85 0.94 21 0.93 173 0.93 21 0.94 206
0 0.93 7 0.93 22 0.94 9 0.94 54 0.94 8 0.95 60
-0.2 0.94 2 0.96 6 0.95 3 0.97 7 0.93 4 0.94 16
-0.4 0.97 1 0.97 3 0.97 1 0.96 2 0.96 2 0.97 6

Table:

• Coverages and Median length of 95% CrI.

• The true h is the standard normal density.

• Coverage standard errors are around 0.01.
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Semiparametric vs normal ( n=500)

Normal model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.94 43 0.94 347 0.93 58 0.94 805 0.93 55 0.95 853
0.2 0.93 17 0.94 85 0.94 21 0.93 173 0.93 21 0.94 206
0 0.93 7 0.93 22 0.94 9 0.94 54 0.94 8 0.95 60
-0.2 0.94 2 0.96 6 0.95 3 0.97 7 0.93 4 0.94 16
-0.4 0.97 1 0.97 3 0.97 1 0.96 2 0.96 2 0.97 6

Table:

• Coverages and Median length of 95% CrI.

• The true h is the standard normal density.

• Coverage standard errors are around 0.01.



Semiparametric vs normal ( n=1000)

Normal model d = 2 d = 3
ξ q999|x q9999|x q999|x q9999|x q999|x q9999|x
0.4 0.93 25 0.94 161 0.93 27 0.93 215 0.94 29 0.95 246
0.2 0.93 10 0.93 43 0.95 11 0.95 57 0.94 11 0.95 61
0 0.94 4 0.95 11 0.93 4 0.94 14 0.93 4 0.93 16
-0.2 0.93 2 0.93 3 0.93 2 0.95 4 0.93 2 0.93 4
-0.4 0.95 1 0.95 1 0.95 1 0.96 1 0.96 1 0.97 1

Table:

• Coverages and Median length of 95% CrI.

• The true h is the standard normal density.

• Coverage standard errors are around 0.01.
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• We estimate extreme quantiles using

f (x | θ) = h(x | γ)1{x≤u}+[1 − H(u | γ)] g(x | ξ, σ, u)1{x>u};

• Pickand’s theorem parametrically fixes g, but h(x) must be
specified;

• Extreme quantiles mainly depend on GPD parameters: u,
σ and in particular on ξ;

• We consider a semiparametric estimation of h(x)
conditionally on u, using only data below u.

• Default Bayes inference, for the semiparametric case,
follows by using Lp(u, σ, ξ|x);

• Simulation study suggests that priors considered could
also be interpreted as matching prior for extreme quantiles.
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Remarks 2

We use the semiparametric estimation method for h(x) instead
of a kernel density estimator, because:

• Kernel methods fits tail’s data better than GPD and
therefore inference does not use Pickand’s Theorem;

• We can control the amount of fitting by fixing degree of the
polynomial Poisson regression; For multimodal data we
can use a greater value of d .

• It is faster to be calculated than kernel density;

• Other approaches based on mixture models with unknown
number of components need a prior elicitation on this
number.
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Future work

• Bayes inference on d ;

• Use other available density estimators (i.e. spline
regression,...);

• Extend the problem of threshold selection to cases in
which we have covariates, using priors distributions as in
Cabras et al. (2008)

• ... other suggestions are welcome ...



Thank you!

Thank you!
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